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Abstract

In this article, we develop a general econometric framework for analyzing the ASA-NBER expectations surveys of professional forecasters. The framework allows for a complex correlation among forecast errors made by different individuals, for different targets, and at different horizons to be expressed as a function of a few fundamental parameters, and provides a more comprehensive tests for the Rational Expectations hypothesis. More importantly, this model formulation enables us to obtain direct measures of aggregate shocks and their volatility prior to the series being realized. The inflation forecasts derived from the ASA-NBER surveys are not found to be rational. 
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1. Introduction

In recent years the availability of relatively long panel data on expectations obtained from surveying professional forecasters has made it possible to test the validity of different expectations formations mechanisms in a scientific manner. The use of panel data enables the econometrician to decompose forecast errors into macroeconomic aggregate shocks for which forecasters should not be held responsible, and forecaster specific idiosyncratic errors and biases for which they should be held accountable. Muth (1961) suggested that theories of expectation formation should be consistent with the economic model being considered and defined expectations to be rational if they are equal to mathematical expectations conditional on the set of all information relevant for forecasting. Since the Rational Expectations hypothesis (REH) has very wide ranging implications for economic theory and policy, it is not surprising that several economists have used survey data on expectations in order to test REH directly.
 Using the American Statistical Association – National Bureau of Economic Research (ASA-NBER) survey of professional forecasters, Zarnowitz (1985) has performed tests of rationality of forecasts of inflation and other macro economic variables.
 He found that the inflation forecasts did not satisfy rationality; even though many of the other forecasts were rational. Keane and Runkle (1990) have argued that the inability by most researchers to accept REH is due to the use of incorrect methodology. While evaluating the ASA-NBER price forecasts, they suggest that 1) aggregate shocks should be properly taken into account while constructing the covariance matrix of forecast errors, 2) 60-day preliminary announcements rather than yearly July-revised figures should be used as the target variable, and 3) due to July revisions, only one-quarter ahead forecasts should be evaluated. They found the price level forecasts to be rational, even though in a recent paper Bonham and Cohen (1995) have shown that Keane and Runkle (1990) have reached the wrong conclusion due to an incorrect integration accounting. 

In this paper we develop an econometric framework to model the generating process of the forecast errors in the ASA-NBER surveys. The most important implication of the points raised by Keane and Runkle is that without an appropriate Generalized Method of Moments (GMM) estimator which takes care of the substantial covariance between individual errors due to aggregate shocks, the standard errors of the estimates of the biases in the forecast errors will be severely underestimated. We generalize their model by allowing for a more complex correlation among forecast errors made by different individuals, for different targets, and at different horizons to be expressed as a function of a few fundamental parameters. This allows for more comprehensive tests of the REH with a very general covariance structure of errors. Using our econometric framework to characterize the forecast errors, we examine the implications of the July revisions on multiperiod rationality tests. More importantly, we also provide measures of aggregate shocks and their volatility which are estimated prior to the series being realized. 

The plan of the paper is as follows: In section 2, we develop the econometric framework to characterize the ASA-NBER data; the structure of the covariance matrix of forecast errors is derived in section 3. In section 4, we introduce the data and present the estimates of the error components and their variances. In section 5, we examine whether the July data revisions can jeopardize the tests for multiperiod rationality. Sections 6 and 7 contain tests for forecast bias and efficiency. Finally, conclusions are summarized in section 8. 
2. The Econometric Framework

Let At be the actual growth rate the target variable from the beginning to the end of period t to the beginning of period t+1. For N individuals, T target years, and H forecast horizons, let Fith be the forecast of At formed by individual i, h periods prior to the end of period t. Let the expectations data be sorted first by individual, then by target period, and lastly by horizon.
 The forecaster who forecasts at horizon h the growth rate of the actual for period t knows At-h and a no-change forecast for At would be Fith = At-h.
 If the forecaster correctly interprets all of the information available at the end of period t-h, he will anticipate that the actual will change from the end of period t-h to the end of period t by an amount th. Further, his anticipated change (th) will be, by definition, the same as that of all other forecasters who also correctly interpreted all of the available information. Thus th is the average anticipated forecast at period t-h for the change in the actual from the end of period t-h to the end of period t. Because we can expect errors in information collection, judgment, calculation, transcription, etc., as well as private information, we would expect that, even in the absence of individual biases, not all forecasts will be identical. Let us call these differences “idiosyncratic” errors and let ith be individual i’s idiosyncratic error associated with his forecast for target t made at horizon h.
 Finally, let i be individual i’s overall average bias. The individual’s forecast can then be expressed as
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(1)

where At-h, th, i, and ith are mutually independent.

In the absence of aggregate shocks, the actual at the end of period t will be the actual at the end of period t-h (At-h) plus the average anticipated change in the actual from the end of period t-h to the end of period t (th). Let the cumulative aggregate shocks occurring from the end of period t-h to the end of period t be represented by th. By definition, th is the component of the actual which is not anticipated by any forecaster. The actual at the end of period t (At) is the actual h periods prior to the end of period t (At-h) plus the average anticipated change at the end of period t-h (th) plus the aggregate shocks which occurred from the end of period t-h to the end of period t (th). We have
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where At-h is predetermined with respect to th and th. Note that the aggregate shocks from the end of period t-h to the end of period t (th) are comprised of two components: changes in the actual that were not anticipated, and changes in the actual that were anticipated but that did not occur.

Figure 1 illustrates the construct of the forecasts and aggregate shocks where the horizontal line represents six quarters. Each vertical bar marks the first day of the quarter. The two upper horizontal brackets show the range over which aggregate shocks can occur which will affect the error of forecasts made for quarter 3 at a horizon of 2 quarters and the error of forecasts made for quarter 6 made at a horizon of 4 quarters, respectively (Fi,3,2 and Fi,6,4). The subrange common to both ranges contains the aggregate shocks which will affect both forecasts equally (3,2). The lower horizontal bracket shows the range over which shocks can occur which will affect a forecast made for quarter 3 at a horizon of 3 quarters (Fi,3,3). The range common to this and to the 2 quarter horizon forecast for target period 3 (Fi,3,2) contains aggregate shocks affecting both forecasts equally.

The cumulative aggregate shocks represented by th can be expressed as the aggregate shocks that occurred in each period from the end of period t-h to the end of period t. Let ut be the quarterly aggregate shocks which occur from the beginning to the end of period t. We have
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We can similarly express the anticipated change in the actual from the end of period t-h to the end of period t (th) as the changes that the forecasters expect to observe during each period over the same range. Let forecasters standing at horizon h anticipate a change in the actual from the beginning to the end of period t of ath. We have
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For example, suppose a forecaster at the beginning of period 6 expects the total change in the actual from the beginning of period 6 to the end of period 7 to be 7,2. Further, he expects some of this total change to occur in period 6 and some to occur in period 7. Thus we have
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where a6,1 is the change the forecaster expects to occur from the beginning of period 6 to the end of period 6 and a7,2 is the change he expects to occur from the beginning of period 7 to the end of period 7. The sum of these anticipated changes is the change in the actual that he expects to occur from the beginning of period 6 to the end of period 7.
3. Forecast Errors and Their Covariances

Subtracting (1) from (2) yields an expression for forecast error where forecasts differ from actuals due to individual biases, cumulative aggregate shocks, and idiosyncratic errors:
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A positive (i would indicate that the ith individual is persistently underestimating inflation on average over the sample period. Notice that the forecast error does not include the average anticipated change (th). Anticipated changes which are realized appear in both the forecast and the actual and are canceled by the subtraction in (6). Anticipated changes which are not realized are so because of aggregate shocks making them part of th, which appears on the right hand side of (6). A somewhat obvious formulation for testing rationality will be to expand (6) to a regression equation:
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where Di is the dummy for the ith individual, Xith represent variables known to the forecaster at time t, and eith = (ith + (th. Thus the test for rationality appears to be a joint test of  (i = ( = 0 (i = 1,.., N) in equation (7). Let us further assume that [image: image8.wmf]E(
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It so turns out that Lovell (1986), Muth (1985), and Palm and Zellner (1992) have suggested similar frameworks to analyze survey forecasts, where a convenient formulation is to analyze the forecast error At - Fith directly as in (7). This formulation will also avoid certain complications in statistical inference in models with integrated variables, see Bonham and Cohen (1995). Apart from the “actual-specific” error ((th), the composite error term (eithitj) also includes explicitly a “forecast-specific” measurement error term ((ith) which will be correlated with Fith.
 Note that, in the presence of (ith, the conventional rationality tests, like those in Keane and Runkle (1990), will be biased and inconsistent. The so-called implicit expectations and rational expectations hypotheses are special cases of this model when (th = 0 ( t, h and (ith = 0 ( i, t, h, respectively. 
The covariance between two typical forecast errors under REH (i.e. in (6), (i = 0 ( i) can be written as:
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(8)

From (8) the NTH x NTH forecast error covariance matrix () can be written as:
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(9)

The matrix B in the ith row and jth column of  contains the covariances of forecast errors across individuals i and j for various targets and horizons. The component matrices b, c, d, and e are all HxH matrices. The matrix bt contains the covariances of forecast errors across individuals for target t and various horizons. The matrix ct contains the covariances of forecast errors across individuals for targets t and t-1 and for various horizons. Similarly, dt and et contain covariances of forecast errors across individuals for targets t and t‑2 and for targets t and t‑3, respectively.

Allowing the variance of the shocks to change over time introduces possible conditional heteroskedasticity in forecast errors. The covariance between two forecast errors is the sum of the variances of the innovations common to both forecast errors.
 For example, the aggregate shocks affecting a forecast for target 8 at a horizon of 4 are 8,4 where
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The aggregate shocks affecting a forecast for target 9 at a horizon of 3 are 9,3 where
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The aggregate shocks common to both of these forecast errors are the source of the covariance between the forecast errors. Under the assumption of rationality, the aggregate shocks must have zero covariance, therefore the covariance of these forecast errors is
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We have T b matrices down the diagonal of B; each shows the covariance of forecast errors for various horizons and a particular target. The b1 matrix in row 1 column 1 of B pertains to target 1; the b2 matrix in row 2 column 2 refers to target 2, etc. We can now show that the matrix bt is a function of the conditionally heteroskedastic variances. Let t be the target to which the bt matrix refers. We have
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(13)

The matrix bt takes the form shown because given two forecasts for the same target made at different horizons, both are affected by a common set of shocks. The number of innovations common to the two forecast errors is equal to the magnitude of the lesser forecast horizon. For example, a forecast made for target period 12 at a horizon of 3 periods is subject to news that will occur over the span from period 10 through period 12. A forecast made for the same target at a horizon of 4 periods is subject to the same news affecting the three period horizon forecast plus the news occurring in period 9. The innovations common to the two horizons are those occurring in periods 10 through 12.

The matrix ct in row i column j of B shows the covariance of forecast errors across targets i and j for various horizons. For example, a forecast made for target period 12 at a horizon of 4 periods is subject to news that will occur over the span from period 9 through period 12. A forecast made for target period 13 at a horizon of 2 periods is subject to the innovations that occur over periods 12 and 13. The innovations common to the two forecast errors are those occurring in period 12. If we let ct be the covariance matrix for targets t and t‑1, we have
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(14)

Similarly, the dt and et matrices show the covariance between forecast errors for targets which are two and three periods apart, respectively. These matrices take the form:
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Because our model shows the sources of forecast error, we can express the entire forecast error covariance matrix as a function of the individual specific idiosyncratic variances and the time dependent variances of the quarterly aggregate shocks.

Keane and Runkle (1990) use forecasts of IPD levels from the ASA-NBER data set and estimate (17) by GMM
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where Xith is information available to the ith forecaster h months prior to the end of period t. Keane and Runkle’s model is a special case of our framework in which the following restrictions are imposed: homoskedasticity of forecast errors across individuals, homoskedasticity of aggregate shocks over time, homogeneity of individual biases, only one forecast horizon. Although they describe the error covariance matrix that applies to forecast errors across multiple individuals, multiple targets, and multiple horizons, they claimed that the presence of July data revisions precludes them from using forecasts with a horizon greater than one quarter. Applying our model to their data set of one period horizons only eliminates submatrices d and e (see equations (15) and (16)) as there are no error covariances across targets when the targets are not adjacent.
 Confining the analysis to one quarter ahead horizons also reduces submatrices b and c (see equations (13) and (14)) to scalars. While Keane and Runkle do not make the distinction between aggregate shocks and idiosyncratic errors, they do imply that the forecast error variances within individuals should be treated differently than the forecast error covariances across individuals. Their forecast error covariances take the form:
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where (18) implies that idiosyncratic error variances do exist (i.e. 0 = 0 + average idiosyncratic variance), that the idiosyncratic error variances are constant across individuals (i.e. (i = ( i), and that the variance of the aggregate shocks is constant over time (i.e. [image: image20.wmf]t =   t and t =   t). Using our notation, Keane and Runkle’s assumptions restrict Ai= A  i, and bt = b and ct = c  t. Thus our forecast error covariance matrix () under Keane and Runkle’s data restriction and assumptions becomes
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where 0 is the variance of the forecast errors for the same individual and target, 1 is the covariance of the forecast errors for the same individual across adjacent targets; 0 is the covariance of the forecast errors for the same target across different individuals; and 1 is the covariance of the forecast errors across different individuals and adjacent targets.

From our model formulation, we know that 1 represents only aggregate shock variances (idiosyncratic error variances only show up for the same individual, target, and horizon). Because they do not have an underlying model generating the forecast errors Keane and Runkle (1990) did not realize that 1 and 1 are identical and so fail to make this restriction in their error covariance matrix. Further, because they do not allow the aggregate shock variances to change over time, their elements  and  are averages of the aggregate shocks over t. If we average the aggregate shocks over t, we lose the distinction between 0, 1, and 1 except for the fact that 1 and 1 will be one third the size of 0 because the covariance across adjacent targets covers a one month span instead of an entire quarter. In short, we can interpret their equation (18) in the following way:
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Their data restrictions and assumptions reduce the number of error covariance matrix terms to be estimated to 4. Using our underlying model, however, we can relax the restrictions and assumptions that they impose and still need only estimate N+T terms. Keane and Runkle (1990) find the ASA-NBER forecasters to be rational, but make two assumptions which might have biased their results in favor of rationality: (1) Since they restrict all forecasters to have the same bias, positive biases will cancel negative biases so that even if all the individuals are biased, the average bias could be zero. (2) They restrict their data set to the forecasts which one would expect to show the least bias (one quarter ahead forecasts). 

4. Data and Estimates of the Error Components 

The ASA-NBER panel forecasts a number of macroeconomic variables including the implicit price deflator (level, not growth rate), the quarterly change in business inventories, net investment, industrial production, the short term interest rate, and nominal GDP. Each quarter the panel forecasts for the previous quarter (which has not been announced), the current quarter, and the next four consecutive quarters. In this analysis we include eighty-nine target periods (1969:IV through 1991:IV), four forecast horizons (from four periods to one period prior to the end of each target), and 171 respondents who responded most frequently over the sample period. The number of respondents in any given period ranges from a high of 83 to a low of 9. On average, 39 individuals respond each period. To average the forecast errors, only non-missing data are considered. Because we compute the respondents’ implied forecasts for period over period growth rates, we lose several additional observations.

Because ith is white noise across all dimensions, the aggregate shocks can be extracted by first differencing (1) over h
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and substituting (2) for At-h and At-(h+1) where
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Thus, we have
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Averaging Fith - Fi,t,h+1 over i yields
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which gives us a TH vector of quarterly aggregate shocks. Note that, because we calculate the aggregate shocks from the forecast revisions over horizons, the shocks are measured prior to the actual being realized, and hence are robust to data revisions. For simplicity we refer to ut as “quarterly aggregate shocks” although, technically, they are the consensus’ perception of the impact of the quarterly aggregate shocks on the actual.

Because we are using forecasts for four horizons, we can obtain three observations per individual (ignoring the beginning and ending points of the data set) for every quarterly aggregate shock. For example, one can obtain a measure of the aggregate shock occurring in quarter 9 by averaging over i any of the following three differences: Fi,12,3 - Fi,12,4, Fi,11,2 - Fi,11,3, or Fi,10,1 - Fi,10,2. These are then the consensus’ perceptions on how the 9th quarter shock is going to affect inflation during quarters 12, 11, and 10 respectively. Although it may be interesting to study the differences in these series in general and to study the impact of news at various horizons, we found no systematic differences in the series and so treated them as three sets of observations of the same aggregate shocks. Note that the dates shown on the horizontal axis indicate the quarter in which the aggregate shock hit the economy.

In normal times all positive aggregate shocks can be regarded as “bad” news (i.e. an increase in inflation) and all negative aggregate shocks can be regarded as “good” news. Figure 2 shows a series of inflationary shocks from mid 1973 to late 1974 (the Arab oil embargo). Notice also a turbulent period of inflationary shocks in the early 1980’s (when considered in light of the low economic growth of the period, this is an expectation of stagflation). No significant shock appears in the fourth quarter of 1987 (the Stock Market Crash of October 1987) presumably because the crash reversed itself before the forecasters could give their next forecast. Interestingly, in Davies and Lahiri (1995), this shock was clearly discernible because the Blue Chip surveys, which were analyzed in the study, are conducted on a monthly basis. That is, while the crash was a large negative shock, its reversal was a positive shock of similar magnitude. Because the two shocks occurred within a one quarter span of each other, they canceled each other due to time aggregation and so neither appears on the graph.

We found the shocks to exhibit a significant first order autocorrelation. Because the individuals do not forecast at the exact same point in time (there is a range of one month over which the forecasts are made), those who forecast early will be subject to more shocks than those who forecast later. For example, an individual who forecasts at the beginning of the second month of the quarter is subject to thirty more days’ worth of shocks than someone who forecasts at the beginning of the third month of the quarter. When we subtract the forecasts made at horizon h-1 from the forecasts made at horizon h, some of the shocks in this one month period will show up as shocks occurring at horizon h while others will show up as shocks occurring at horizon h+1. Because the shocks are computed by averaging this forecast revision over all individuals, the estimated shocks will exhibit serial correlation of order one even when forecasts are rational.

Estimating  requires estimating N+TH parameters (TH [image: image28.wmf]s
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’s, i= [1,N]). Averaging (6) over combinations of i, t, and h gives the following estimates:
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Since E(2ith) = [image: image33.wmf]s
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 = 2  i. The calculated statistic of 398.98 for our data set far exceeded the critical value of 7.96 at the 95% confidence level thus overwhelmingly rejecting the individual homogeneity hypothesis.
 Estimates for the individual forecast error variances for IPD inflation are given in Table 1 and show considerable variability.

Since the quarterly aggregate shocks ([image: image37.wmf]s
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) are computed as the mean of 3N observations, we can also estimate the volatility of the quarterly aggregate shocks by calculating the variance of the forecast revision across individuals from equation (21):
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where [image: image39.wmf]s
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 which are based on 3TH independent observations. The greater the variance of a single ut, the greater is the volatility of the aggregate shocks hitting the economy in quarter t.
 These are actually measures of disagreement among the respondents which tend to be highly correlated with alternative measures of volatility. Figure 3 shows the volatility of the aggregate shocks. Notice that the volatility was high during the mid-seventies due to the Arab oil embargo and during the early eighties due to uncertainty as to the effectiveness of supply-side economics combined with the double-dip recessions starting in 1982. The important point to note is that it shows considerable variability over time. 

Because the respondents in the ASA-NBER surveys forecast for one, two, three, and four quarters ahead every quarter, we can deduce from their forecasts implied changes in the actual that they expected to see over those specific future quarters. We call these “anticipated changes”, and they include such things as expected trends and cyclical movements. We can estimate the anticipated changes by taking the following first difference of (1) over t and h:
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By averaging (27) over i, we can obtain estimates of the changes anticipated for quarter t at horizon h, ath. Figure 4 shows the anticipated quarterly changes in IPD inflation at two quarters in the future, i.e. it shows the anticipation at the beginning of quarter t of the change in actual from the beginning to the end of quarter t+2. The graphs of anticipated changes for longer horizons looked similar but increasingly muted. This is because at longer horizons the forecasters are apt to be less sure of the changes. This was evidenced by the fact that the variance of ath over individuals became significantly more volatile as the horizon increased from 2 to 4. 

5. Preliminary versus Revised Data

There has been much discussion concerning the degree of data revision in actuals. Keane and Runkle (1990) argue that the July data revisions for IPD have been systematic and were consistently positive. They claim that when this revision occurs between the time a forecast is made and the time the actual is realized the forecast will falsely test negative for rationality. Because the IPD level in any period is dependent on the IPD level in the previous period, when the previous period’s IPD level is revised after a forecast is made, it will appear that the forecaster based his forecast on a different information set than he actually used. For example, if the forecaster thinks that IPD at time t is 100 and he believes inflation will be 5% between time t and time t+2, he will report a forecast for period t+2 IPD of 105. Suppose that at time t+1 data revisions are made which show that the true IPD at time t was 101, not 100. Suppose further that the forecaster was correct in that inflation was 5% from time t to time t+2. Given the data revision, the IPD reported at time t+2 will be 106.05, not 105. That is, the forecaster was correct in believing inflation would be 5%, but his level forecast was incorrect due to the revision of the time t IPD.

This data revision problem would not cause rationality tests to yield biased results if the data revisions were white noise. They claim, however, that the July data revisions have been systematic.
 We argue that if there is any systematic component to the data revisions, the rational forecaster will incorporate the component into his forecast. The non-systematic component, by definition, will resemble white noise and will not affect the rationality test. The July data revisions are then nothing more than aggregate shocks which occur every July. To the extent that the revisions would be systematic, that systematic component represents information which could be exploited by the forecasters and for which the forecasters should be held responsible. To the extent that the revisions would not be systematic, that non-systematic component represents an aggregate shock to the actual for which our model accounts along with all other aggregate shocks occurring in that period.

To avoid the supposed data revision problem, Keane and Runkle (1990) compare IPD forecasts extending no more than one quarter into the future (i.e. horizon one forecasts) to the preliminary data released forty-five days after the end of the quarter. In this way, they claim that their forecasts and their actuals do not fall on opposite sides of the July revisions. Needless to say, this restriction dramatically limits their data set.

We use anticipated changes (ath) and aggregate shocks (uj) to test if the forecasters do anticipate systematic data revisions and incorporate these anticipations into their forecasts. To compare our results with Keane and Runkle’s, we use both level data and growth rates. Figure 5 shows the effect of the July revision on changes anticipated at one, two, and three quarter horizons, i.e., (at,1, at,2, at,3  t). It shows two years marked off in quarters and months and the times at which July revisions are made. The set of brackets marked A1 show the ranges over which changes are anticipated at quarter 1 to occur for quarters 1, 2, and 3. The set of brackets marked A2 show the ranges over which changes are anticipated at quarter 2.

According to Keane and Runkle, data revisions introduce bias when the revision occurs after a forecast is made but before the target is realized. Of all the anticipated changes, only changes anticipated for the third quarter of a year are affected by July revisions. To see this, let us suppose that a forecaster is forecasting at the end of quarter 1. The difference between the forecaster’s forecast for IPD for the end of quarter 1 and IPD for the end of quarter 2 is the forecaster’s anticipated change in IPD for quarter 2. Because a July revision does not occur in this interval, July revisions do not affect changes anticipated for second quarters. The difference between the forecaster’s forecast for IPD for the end of quarter 3, and IPD for the end of quarter 4, is the forecaster’s anticipated change in IPD for quarter 4. Because a July revision occurs between the time the forecaster made his forecast (the end of quarter 1) and the time the actual was realized (the end of quarter 4), the July revision does affect the forecasts for quarters 3 and 4. The July revision does not, however, affect the anticipated change from quarter 3 to 4 because the subtraction of the forecasts to obtain the anticipated change eliminates the effect of the revision. The difference between a forecaster’s forecast for IPD for the end of quarter 2 and IPD for the end of quarter 3 is the forecaster’s anticipated change in IPD for quarter 3. Because a July revision occurs between the time the forecaster made his forecast for quarter 3 (the end of quarter 1) and the time the actual was realized (the end of quarter 3), the July revision does affect the forecast for quarter 3. However, the July revision does not occur between the time the forecaster made his forecast for quarter 2 and the time the actual was realized. Because of this, the subtraction which yields the anticipated change in IPD for quarter 3 will be affected by the July revision. Thus, the only anticipated change the July revision affects is the change anticipated for quarter 3.

If the forecasters do anticipate the July data revisions and incorporate these revisions into their forecasts, then the anticipated changes for the third quarters should be different than the anticipated changes for the other quarters. To test for the forecasters’ anticipation of the data revisions, we regress the anticipated changes on a constant and a dummy which is one if the anticipated change was for the third quarter of the year, zero otherwise. We run this regression for all the anticipated changes (at,2, at,3, and at,4) pooled together (see table 1). Results are shown using anticipated changes derived from forecasted levels and anticipated changes derived from forecasted growth rates. We also regress the aggregate shocks on a dummy which is one if the aggregate shock occurred in the third quarter to test if the July revisions show up as a component of the third quarter aggregate shocks (see table 1). Results are shown using aggregate shocks derived from forecasted levels and aggregate shocks derived from forecasted growth rates.

These tests show that the only thing affected by the July revisions is the third quarter aggregate shocks derived from the forecasted levels. Under rationality, we would expect that systematic July revisions would be expected and would show up as a component of the third quarter anticipated changes; however, no anticipated changes (neither those based on levels nor those based on growth rates) are significantly affected by the July revisions. Rather, the aggregate shocks derived from the forecasted levels do show a significant effect from the July revisions indicating that the forecasters failed to incorporate into their forecasts a systematic data revision that, under rationality, they should have anticipated. The aggregate shocks derived from the forecasted growth rates, however, are not significantly affected by the July data revisions indicating that whatever systematic revision occurred was incorporated into the forecasted growth rates. Under rationality, we must conclude that the forecasters do not forecast in terms of levels but in terms of growth rates and convert these growth rate forecasts to levels for the purpose of reporting to the ASA-NBER surveys. As the July revisions do not significantly affect the third quarter aggregate shocks derived from the forecasted inflation rates, we can also conclude that the July data revisions do not introduce any systematic bias in multiperiod rationality tests when one works with inflation (rather than price level) forecasts. 

6. GMM Tests for Bias

For the purpose of GMM estimation we use the forty-five forecasters who report more than 50% of the time. The total number of observations present is 7449 out of a possible 16,020. Because we compute the forecasters’ implied forecast for period over period growth rates, we lose several more observations. Thus we have an incomplete panel with over 50% of the entries missing. In order to estimate a relationship with OLS or GMM the data and covariance matrices have to be appropriately compressed. To compress the data matrix, delete every row of the matrix containing a missing observation. To compress the covariance matrix, delete every row and column corresponding to a missing observation in the data matrix. The compressed matrices can then be directly used in OLS or GMM estimations.
 All our variance estimations also account for the fact that N varies over the sample.

The error covariance structure shown in (8) is constructed on the assumption that forecasts are made on the first day of the period. In actuality, the ASA-NBER forecasters make their forecasts anywhere from one month to two months prior to the beginning of the period. We adjust the error covariance matrices based on the simplifying assumption that the individuals make their forecasts one month prior to the beginning of the period. This means that forecast errors associated with horizon h are also subject to the last month’s worth of unanticipated shocks from horizon h+1. For simplicity, let us measure the aggregate shocks as if they occurred monthly instead of quarterly where each monthly shock occurring in a period is estimated as one-third of the shocks occurring over the whole period. Accounting for the exact time that the forecasts are made changes the sub-matrices in (13) - (16) to
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 we construct the error covariance matrix () and perform GMM (cf. Hansen 1982) on equation (7) using dummy variables to estimate the i’s. The estimates we get for the i are identical to those obtained through the simple averaging in equation (23); it is the GMM standard errors that we seek.

To obtain a better comparison with Keane and Runkle’s (1990) results in which they restrict the ASA-NBER forecasts to one quarter ahead horizons and use preliminary actuals, we show the results of the applying GMM rationality tests to our model for all forecast horizons pooled together and for horizon one forecasts only under both preliminary and July revised actuals. The first four columns of Table 2 show the bias for each forecaster under preliminary and July revised actuals when the data set is restricted to horizon one forecasts only. The last four columns show the bias for each forecaster under preliminary and July revised actuals when all four horizons are pooled together. Of forty-five forecasters, all four tests show the same twelve forecasters to have a significant bias at the 5% level. In addition, the results show that (1) there is strong heterogeneity across individuals, (2) the vast majority of the forecasters exhibit a greater bias for all horizons pooled together than for horizon one forecasts alone (under both preliminary and July revised actuals), (3) the standard errors of the estimated biases are similar under preliminary and revised data and are greater under pooled horizons than under horizon one alone. In addition, table 2 shows significant differences in the idiosyncratic error variances across individuals. Note that a large proportion of respondents are making systematic and fairly sizable errors whereas others are not. In terms of the root mean square error of forecasts (RMSE), the performance of the forecasters varied quite widely. Over this period, the worst forecaster in the panel had a RMSE of 1.73 compared to the best forecaster whose RMSE was only 0.53. Thus, as Batchelor and Dua (1991) have pointed out, the inefficiencies of these forecasters cannot be attributed to such factors as peso problems, learning due to regime shifts, lack of market incentives, etc.

7. Martingale Test for Efficiency
The standard tests of the REH checks for zero correlation between the forecast errors and the variables in the information set that was known to the forecaster at the time the forecast was made. That is, in the regression
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where Xt,h+1 is information known to the forecaster at the time the forecast was made, the result [image: image51.wmf]d
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 rejects the hypothesis of efficiency.
 This is the so called efficiency test. However, since Xt,h+1 is predetermined but not strictly exogenous, the use of individual dummies will make OLS estimation inconsistent, see Lahiri (1993). Since past innovations can affect future Xth’s, the error and the regressor in the demeaned regression will be cotemporaneously correlated.
 Looking for a legitimate instrument in this case is a hopeless endeavor since one has to go beyond the sample period to find one.

The optimal solution is to apply GMM to the first-difference transformation of (31):
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With the ASA-NBER data set, since At is the same over h, the first-difference transformation gives us the martingale condition put forth by Batchelor and Dua (1992). This condition requires that revisions to the forecasts be uncorrelated with variables known at the time of the earlier forecast. We perform three sets of martingale tests using the following proxies for Xt,h+1 - Xt,h+2: (1) the change in the growth rate of IPD lagged two periods, (2) the change in each individual’s forecast lagged two periods, and (3) the deviation of each individual’s forecast from the consensus (mean forecast) lagged two periods. We use each of the three sets of information in both pooled and individual regressions.

The ASA-NBER forecasters receive their questionnaires near the end of the first month of each quarter and respond by the end of the second month of that quarter. We use the first available actuals in the martingale tests which are released one month after the end of each quarter. Thus the one quarter lagged change in the actual is known to the forecasters at the time they make their forecasts. For example, consider the forecasts for target four made at horizons one and two. The forecast revision (Fi,4,1 - Fi,4,2) is realized no earlier than August 1. The earlier of the two forecasts is made no earlier than May 1. The actual A4,4 is the actual for the quarter that begins four quarters before the end of quarter four (i.e. A4,4 is the actual for quarter one). This actual is known by May 1 (one month after the end of quarter one). The actual A4,5 is the actual for the quarter that begins five quarters before the end of quarter four (i.e. A4,5 is the actual for quarter four of the previous year). This actual is known by February 1. The difference in the actuals (A4,4 ‑ A4,5) is known at the time that the forecast Fi,4,2 is made. Thus regressing Fi,t,h ‑ Fi,t,h+1 on At,h+2 ‑ At,h+3 is a legitimate martingale test for forecast efficiency. Table 3 shows that for IPD, the change in the quarterly growth rate of IPD lagged two quarters significantly explains the forecast revision for the forty-five forecasters pooled together at a 5% level of significance. 

Table 3 also shows the results of the martingale test using the two period lagged forecast revision (Fi,t,h+2 - Fi,t,h+3) as the exogenous regressor for all the forecasters pooled together. This test indicates that the two period lagged forecast revision significantly explains the current forecast revision and thus this test rejects rationality for the forecasters as a whole. Further, the results indicate that the nature of the irrationality is a failure to fully adjust forecasts to news as the coefficients of the two period lagged forecast revisions are positive. The results of the martingale test using the forecasters’ two period lagged deviation from the consensus (EQ \O(F,¯)t,h+2 - Fi,t,h+2) as the exogenous regressor is given in the lowest panel of Table 3. We calculate EQ \O(F,¯)th as the mean of the reported forecasts for target t, horizon h. The difference EQ \O(F,¯)th - Fith is forecaster i’s deviation from the consensus forecast for target t, horizon h. We find that the deviation from the consensus forecast lagged two periods significantly explains the forecast revision and thus this test rejects efficiency for the forecasters as a whole. Further, the results indicate that the nature of the irrationality is a failure to fully adjust forecasts based on information contained in the consensus. These results are consistent with those of Bonham and Cohen (1995) who have shown that Keane and Runkle’s failure to reject the efficiency tests using either oil prices or M1 as information-set variables are flawed because of incorrect integration accounting. 

We have also conducted these efficiency tests for each forecaster individually, and found that many of them failed the efficiency test. Not all of the forecasters who showed bias failed the tests of efficiency; similarly not all of those who failed the test of efficiency showed a significant bias. Because rationality requires both unbiasedness and efficiency, a forecaster who fails either is considered irrational. The total number of forecasters who failed one or more of the bias and efficiency tests is thirty. Thus, based on the bias and martingale tests, we overwhelmingly reject the hypothesis that the ASA-NBER panel as a whole has been rational in predicting IPD over 1968:IV - 1991:IV. Individually, more than seventy percent of the forecasters fail to meet the rationality criteria in the sense of Muth (1961).

8. Conclusion

While summarizing over twenty years of empirical work on various expectational survey data sets, Maddala (1990) asked, “What have we learned?”, and concluded that “possibly too much attention has been devoted to tests of rationality and not too much to the question of how survey data can be used effectively in econometric modeling”. Pursuing this line of thought we argue that the full potential of panel data of survey forecasts can not be harnessed unless we develop the econometric model that is presumably generating the forecast errors. In Davies and Lahiri (1995), we developed such a framework and applied it to study the Blue Chip forecasts. In this paper we have extended the econometric model to study the ASA-NBER professional forecasts. The advantage of this data set over the Blue Chip data is that in the ASA-NBER surveys individuals forecast for multiple targets at each horizon, i.e. at any given point in time, the individuals are making four forecasts as opposed to one forecast for the Blue Chip data set. Forecasts for multiple targets at each point in time provides additional information with which we can calculate anticipated changes. In addition, these data enable us to estimate aggregate shocks and their volatility independent of data revisions and, more importantly, prior to the availability of the actual data series. With these measures, we empirically examined whether the July data revisions render multi-period survey forecasts unusable for testing rationality. In terms of level forecasts, the regression results support the Keane-Runkle point that the systematic July revisions are not anticipated, and appear as part of the aggregate shocks. In terms of inflation forecasts, however, we find that the July revisions are neither anticipated nor significant in explaining aggregate shocks. Thus, the July revisions are not an issue in evaluating multi-period forecast efficiency provided the inflation (rather than price level) forecasts are analyzed. 

We show that the seemingly complex covariance structure of forecast errors made by different individuals, for different targets, and at different horizons can be represented in terms of a few fundamental parameters (viz. the variances of the aggregate shocks) which allows for a more comprehensive test for the Rational Expectations hypothesis. This covariance matrix is used in GMM framework to test for forecast bias under individual heterogeneity. The efficiency criterion was studied by directly testing the martingale property of forecast revisions. Employing a wide battery of tests, we find that a substantial number of ASA-NBER forecasters do not fulfill the twin criteria of unbiasedness and efficiency of the Rational Expectations hypothesis in predicting inflation. 
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Figure 1. A Schematic Representation of the Aggregate Shocks
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Figure 2. Quarterly Aggregate Shocks to Inflation
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Figure 3. Variance of Quarterly Aggregate Shocks to Inflation
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Figure 4. Quarterly Changes in Inflation Anticipated at a Two Quarter Horizon
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Figure 5. A Schematic Representation of the Effect of Data Revisions










�Notable examples of studies which have used individual data in the U.S. are Hirsch and Lovell (1969) using Manufacturer’s Inventory and Sales Expectations surveys, Figlewski and Wachtel (1981) using Livingston’s surveys, DeLeeuw and McKelvey (1984) using the Survey of Business Expenditures on Plant and Equipment data, Muth (1985) using data on some Pittsburgh plants, and Batchelor and Dua (1991) using the Blue Chip surveys. See Lahiri (1981), Visco (1984), Lovell (1986), Pesaran (1988), and Maddala (1990) for reviews of many of these early studies. 


�For a recent introduction to the ASA-NBER Survey of the Professional Forecasters, which is currently conducted and maintained by the Federal Reserve Bank of Philadelphia, see Croushure (1993). Zarnowitz and Braun (1993) contains the latest and most comprehensive analysis of the data.


�This notation implies that the forecast Fi,t,h+k is made k periods before the forecast Fith, while the actual At+k occurs k periods after At. Note that while horizons are counted down (i.e. from H to 1) as one moves forward in time, the targets are counted up (i.e. from 1 to T). This notation preserves the concept of “horizon” as the distance between the now and the future.


�For example, an individual forecasting the growth rate from the beginning of period 4 to the end of period 4 at horizon 2 is standing at the beginning of period 3 and produces the forecast Fi,4,2. He knows the actual growth rate from the beginning of period 2 to the beginning of period 3. That is, the forecaster knows A4-2. The complications resulting from delays in the processing and transmittal of official data will be discussed later.


�Note that a straight forward extension of this model is to allow for horizon specific biases for each forecaster. Such an extension would require the estimation of NH-N additional parameters.


�See Jeong and Maddala (1991, 1996), who have analyzed such measurement errors in expectational survey data. 


�Because the longest forecast horizon in the ASA-NBER data set is four periods, there are no aggregate shocks common to any two forecasts made more than four periods apart. Hence, all the matrices beyond e are zero matrices.


�Under the assumption of rationality, the covariance between aggregate shocks must be zero. Any persistent non-zero correlation in innovations represents information which can be exploited by forecasters. Once the forecasters incorporate the correlation in aggregate shocks into their forecasts, the correlation disappears.


     �Because the ASA-NBER forecasters report their forecasts for target t by the end of the second month of quarter t-1, there is at least one month of aggregate shocks which affect both the forecasts for target t and the forecasts for target t-1. Thus the forecast errors will be correlated across adjacent targets.


�Bonham and Cohen (1996) also found similar individual heterogeneity.


�cf. Lahiri et al. (1988), Rich et al. (1992), and Zarnowitz (1992).


� In support of this claim Keane and Runkle (1990, p. 723) plot benchmark revised  against preliminary IPD data and find a significant and systematic difference. The appropriate comparison of July revised vs. preliminary IPD series exhibits no such systematic difference. 


�Mankiw and Shapiro (1986) examine the size and nature of data revisions in the growth rate of GDP (real and nominal). They find that the data revisions are better characterized as news than as forecasters’ measurement errors. We find that the aggregate shocks that occur in July are not significantly different from the aggregate shocks that occur in any other month (see Figure 2). That is, whatever the portion of the shock that is represented by the data revision, it is drowned out by other shocks that have nothing to do with the data revision.





�cf. Blundell, et al. (1992).


�All calculations reported in the paper were done using two sets of actuals: preliminary data (released one month after the end of the target period), and revised data (released in the first July following the end of the period) - the differences in the results were negligible. Zarnowitz (1992) has also obtained similar results.





�Note that because the horizon index declines as one moves forward in time, a variable indexed h+1 is realized one period before a variable indexed h.


�Note that irrespective of the individual dummies, for the same basic reason, the inconsistency will arise even with a constant term, cf. Goodfriend (1992). Thus, the conventional efficiency tests as reported by Keane and Runkle (1990) are not strictly valid. 


�cf. Schmidt et al. (1992), and Lahiri (1993). 
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